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Data Curation Best Practices and Innovations for Real-World Evidence  
Generated Using Electronic Health Record-Sourced Data

HOW THIS PAPER WAS DEVELOPED

This white paper was informed by members of the Duke-Robert J. Margolis (Duke-Margolis) 
Real-World Evidence (RWE) Collaborative who participated in our 2025 workstream entitled, 
“Operationalizing Relevance, Reliability, and Quality During Electronic Health Record  
(EHR)-Sourced Data Curation.” This work directly followed our 2024 workstream effort that 
culminated into a white paper proceeding, titled, “Operational Tools and Best Practices  
to Support Electronic Health Record-Sourced Data Quality, Relevance, and Reliability at the  
Data Accrual Phase.”1 Each year, the workstream approached this topic with U.S. Food and  
Drug Administration (FDA) definitions of data accrual, curation, and transformation in mind. 
Please see Appendix C for a glossary of definitions for terms that appear in this white paper. 

The workstream collaborated from January – December 2025, with monthly group meetings 
held between February to September. Monthly meetings covered timely considerations for 
electronic health record (EHR) sourced data curation and featured a series of private and expert 
presentations and multi-disciplinary stakeholder discussions. Workstream meetings led to a half-
day, private virtual workshop titled, “RWE Collaborative Workshop on Curation for EHR-Sourced 
Data,” hosted on October 2, 2025. 

Feedback and insights shared throughout this RWE Collaborative workstream engagement 
and during RWE Collaborative Advisory Group meetings guided the developments and work 
presented in this white paper (see workstream and Advisory Group membership lists in 
Appendices A and B).
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The FDA describes a three-stage life cycle for data sourced from EHRs—data accrual, curation, and transformation—
in their industry guidance titled “Real-World Data: Assessing Electronic Health Records and Medical Claims Data To 
Support Regulatory Decision-Making for Drug and Biological Products” (depicted in Figure 1 of the guidance) and 
provides considerations for maintaining data quality, reliability, and relevance at each life cycle stage.2 The guidance 
broadly considers data curation as “the processing of source data through the application of standards for exchange, 
integration, sharing, and retrieval.” This encompasses activities such as data cleaning, error correction, terminology 
standardization, and integration across systems. While conceptually valid, data curation activities in practice represent 
the first step of a complex data management process undertaken and influenced by a diverse array of data holders 
and managers. Data holders and managers include health systems, industrial and academic researchers, and many other 

entities who hold or modify source data on their journey to 
becoming an analytic dataset. 

As described by the guidance, data curation processes 
should not alter nor obscure the clinical meaning of the 
source data and preserve important contextual information. 
During real-world data (RWD) management operations, 
multi-source EHR data—both structured and unstructured—
may be mapped, harmonized, or otherwise processed 
across unique platforms to achieve interoperability and 
effective analytic usability.3 However, data curators presently 
lack consensus regarding how to respond to regulatory 
considerations across FDA’s three life cycle stages and apply 

corresponding guidelines accordingly. Practical complications arise as multiple data holders variably apply processes 
to data during curation without transparent and well-documented processes. Unstandardized or unclear data 
curation practices can limit the regulatory utility as well as relevance and reliability of EHR-sourced data and therefore 
regulators’ ability to assess exposures, outcomes, and covariates. 

In this white paper, we elucidate these underlying considerations to guide multisectoral EHR-sourced data curation 
processes. Our discussion is based within the FDA’s understanding of the EHR data life cycle and is primarily meant 
to support stakeholder alignment with regulatory expectations, especially in instances where traditional randomized 
controlled trials (RCTs) are infeasible or unethical to serve unmet medical need.4 We discuss how RWD accrued 
via EHRs are curated to preserve their clinical meaning and analytical reliability with three distinct actions and 
considerations in mind:

	 • Defining EHR-sourced data curation as both a concept and practice;

	 • Implementing real-world best practices and tools to address pertinent regulatory concerns for curation; and

	 • Involving artificial intelligence (AI) in the process of EHR-sourced data curation.

Through this white paper, we aim to bridge conceptual and operational gaps by examining the curation phase as a 
distinctly iterative process within the FDA framework (compared to accrual and transformation). We discuss tangible 
best practices and tools for standardization and transparency, such as predefined curation procedures, audit trails, and 
provenance documentation. Importantly, we address emerging AI considerations—an area that experts emphatically call 
the RWE community to address, since AI tools are rapidly being integrated into EHRs and curation-focused operations. 
Finally, we propose a series of policy recommendations to support multi-disciplinary efforts involved in EHR-sourced 
data curation.

As described by the  
guidance, data curation 
processes should not alter  
nor obscure the clinical 
meaning of the source  
data and preserve important 
contextual information. 

INTRODUCTION
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Conceptualizing EHR-Sourced 
Data Curation
The RWE community welcomes consensus-building on 
what constitutes curation of EHR-sourced data, especially 
since practitioners may conceptualize the EHR data life 
cycle differently and with varied scope. Curation is a 
broad term that includes actions that precede and follow 
the creation of an analytic dataset. For example, one 
can curate source data from an EHR. Yet, processing an 
existing analytic dataset to build a new fit-for-purpose 
or fit-for-use, EHR-sourced analytic dataset is also 
considered curation.2 Fit-for-purpose and fit-for-use are 
distinguishable terms within the context of real-world 
evidence generation using EHR-sourced data. The term 
fit-for-use might imply that a data source meets basic 
technical standards (e.g., quality, reliability, relevance), 
whereas fit-for-purpose might imply whether the data 
is suited to address a specific research question. For the 
purposes of this paper, we discuss how data curation 
practices might affect the fit-for-use nature of EHR-
sourced data used to support regulatory decision-making. 

Defining EHR-Sourced Data Curation

Figure 1 | Distinct Life Cycle Stages Each With Unique Regulatory Considerations

The FDA positions data curation as a ‘middle’ step between 
accruing source RWD from an EHR and transformation 
of that data into an analytic dataset (see Figure 1). 
Distinguishing between source data accrual, curation, 
and transformation phases likely helps regulators define 
nuanced requirements for medical product sponsors and 
their collaborators along the RWD lifecycle. Specifically, as 
an end-user of insights derived from analytical datasets 
generated from EHR-sourced data, regulators may more 
meaningfully parse through these three distinct steps to 
conduct fit-for-purpose assessments across various clinical 
and therapeutic contexts.

However, the journey from source data to analytic dataset 
is neither straightforward nor neatly compartmentalized 
in practice. As a result, many data holders find it difficult 
to operate seamlessly along this three-step framework. 
Curation activities, such as cleaning, error correction, 
creating data proxy variables, and standardizing 
terminologies, occur at multiple points and along iterative 
steps. The data accrual and data transformation stages 
may have more readily apparent considerations that are 
unique to their stage and source. Moreover, curation 
and review must be on-going for any prospective data 
collection. EHR systems make background changes that 
could affect data transfers. In addition, curation (as an 
intermediary step) can be hard to distinguish with the final 
steps of accrual and the initial steps of transformation. 
Consequently, it may be useful to view curation as an 
iterative, cross-cutting process rather than as a discrete, 
monolithic phase between accrual and transformation.

It may be useful to view 
curation as an iterative,  
cross-cutting process rather 
than as a discrete, monolithic 
phase between accrual and 
transformation.

Accrued Source 
Data

Transformed 
 Data

Curated 
 Data

Analytic 
Dataset
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Stakeholders Potential Unaccounted Bias During Data Curation

Data Curator  
Companies

Original, internally designed processes may not be well  
understood or universally applied by downstream stakeholders

EHR Data  
Vendors

Structured fields may contain/capture different information  
across platforms; unstructured data may be stored in different 
ways that necessitate unique abstraction processes

Registry  
Organizations

Processes may reflect selection bias from specific patient  
groups/characteristics that could be more likely to be present

Medical Product  
Sponsors

Data element definitions may be tuned to reflect the specific  
use case and not align well with secondary use data

AI and NLP  
Developers

Lack of experience/expertise with health care data may lead to  
epidemiologically unsound decisions about data inclusion/exclusion

Table 1 | �Summary of Potential Unaccounted Bias During  
the EHR Data Curation Process

Accounting for Multiple System-Level  
Factors During Data Curation
Additionally, guidelines and best practices should reflect 
the complex path that EHR-sourced data may take as it is 
curated and re-curated by several different data holders 
with different goals. Current regulatory guidelines may 
be most actionable for datasets with fewer, more linear 
stops; however, this should not be to the exclusion of 
EHR-sourced data that may be more complicated but still 
hold relevance, reliability, and quality for data end-users.

A major challenge is the documentation of the specific 
processes involved in the curation process. This 
documentation should ideally make the curation process 
transparent. Data holders and sponsors should record 
and communicate how EHR-sourced data interpretations 
may have been affected (or not) by the organizations 
and purposes for which the original data collection 
was designed. It is a complex task to maintain and 
demonstrate sound epidemiologic practices to ensure 
data quality when data providers, EHR vendors, private 
data companies, and researchers naturally vary in their 

use of tools and standards. Variations are observable 
even within the same health care organization or 
therapeutic area (and adjusted on an ongoing basis). 

Care sites, being the primary collectors of EHR data, 
are prime examples of where variation lives, though 
variation is also observable across health systems 
operations, laboratories, pharmacies, etc. This challenge 
is further complicated when source data are moved from 
their initial accrual site and past firewalls to external 
third parties. Access to source data then becomes 
encumbered by technological and legal barriers, 
restricting downstream users’ ability to become aware  
of or understand the full scope of curation activities. 
When there is a lack of transparent, well-documented 
curation actions, accounting for potential bias can become 
difficult in the data curation process (see Table 1).
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Preserving Local Meaning During  
Data Curation
Before EHR-sourced data can be utilized for research, 
data must be curated from and across different sources. 
This includes ingesting data from their accrual sources 
(e.g., the EHR platform’s structured fields, unstructured 
clinician notes, etc.), extraction, harmonization, and 
potentially abstraction processes to ensure the data from 
these different sources are structurally and syntactically 
compatible. Crucially, extraction and abstraction are 
distinct processes with unique applications and risks—
study governance should reflect that. Data extraction 
retrieves data from local sources in their native structure 
and coding. Abstraction creates new variables to create 
new information from the original clinical context. Data 
sourced from EHRs may have originally been accrued 
for general or different purposes. Although, as data is 
curated, researchers should ensure the original context  
is preserved to render the data fit-for-use. 

Data curation is facilitated or inhibited based 
on interoperability across health systems. True 
interoperability remains elusive due to technical and 
governance variation in how EHR data are first accrued 
and then stored.5 Site-to-site variation (e.g., workflow, 
documentation practices, and the tools/frameworks that 
investigators use) complicates efforts to preserve original 

meaning or local context. Even among structured data, 
site-specific differences may affect the overall meaning  
of those elements. For example, a lab result timestamp 
could imply one of three things: the time at which a 
sample was collected, when the sample was analyzed, 
or when the lab result was reported in the EHR. Unclear 
time-stamping practices, like other examples of missing 
knowledge, could impact the quality of the final dataset.

A foundational challenge associated with site-to-site 
variation is that modern EHR system architecture 
has fundamentally changed how data is stored and 
accessed. Unlike older relational database models that 
followed standardized structures to solely support clinical 
operations, contemporary EHR data warehouses typically 
use dimensional data models organized around a central 
fact table—examples include star or snowflake schema.6 
Based on specific system or site priorities, information 
hierarchy and retrieval pathways vary. Multi-site data 
storage, and relatedly different engineering approaches 
to data extraction, is therefore difficult. This heterogeneity 
creates downstream consequences for conformance 
checks when investigators do not have standard knowledge 
of each other’s infrastructure.

These practical realities underscore the need for well-
defined metrics that measure aspects of data quality each 
time data are exchanged and moved. Yet, standardized 
quality metrics that are specific to EHR data are not widely 
adopted. Examples of such metrics can be found in the FDA’s 
“Sentinel Data Quality Metrics for Electronic Health Records,” 
which provides a comprehensive set of descriptions, criteria, 
rationales, and methods to evaluate and measure data 
completeness, plausibility, consistency, etc.7 More recently, 
the TRUST study, an FDA-sponsored demonstration project 
(discussed in further detail in later sections), developed 
methods to quantify data accuracy via recall and precision, 
completeness, and traceability.8 As these measures 
become more widely available and refined, data holders 
may better align on their usage.

Crucially, extraction and 
abstraction are distinct processes 
with unique applications and 
risks—study governance should 
reflect that. Data extraction 
retrieves data from local sources 
in their native structure and 
coding. Abstraction creates 
new variables to create new 
information from the original 
clinical context. 
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Meanwhile, stakeholders can improve transparency and 
facilitate a more robust approach to EHR data curation 
with actions specific to their roles in the EHR data life 
cycle. For example, before sponsors license or commit 
to a particular data source, they can use structured 
frameworks assessing data curation processes as a 
form of due diligence. Tools like ATRAcTR were designed 
to support these efforts.9 Their use could incentivize 
sponsors to engage in thoughtful planning around 
addressing data relevance and reliability challenges 
before agreeing to license an EHR-sourced analytic 
dataset, which sponsors would subsequently share as 
insights with downstream data end-users (e.g., FDA 
reviewers). Meanwhile, data providers (e.g., health 
systems that sell data, contract research organizations, 
data analytics companies) can be proactively transparent 

by creating structured forms or mechanisms with 
detailed information about their curation processes. 
Audit-ready documentation pertaining to processes would 
transparently and effectively link source data to its 
analytic dataset, an activity that is presently required 
to support regulatory decisions. Lastly, sponsors can 
take information learned from a more transparent 
ecosystem and have early and frequent engagements 
with the FDA to actively address the FDA’s concerns and 
suggestions along the product development pathway 
(accelerated or otherwise).10 

In short, bespoke connections 
across fact and dimensional 
tables within many analytical 
data warehouses improve  
in-house efficiency but may 
act as a barrier to standardized 
assessments of the underlying 
data’s quality. 

API, Exchange, and 
Infrastructural Challenges
The 21st Century Cures Act mandated that certified EHR 
systems provide data exchange capabilities through 
application programming interfaces (APIs).11 It aimed to 
reduce information blocking and improve patient access to 
their health information. However, the Act did not mandate 
standard coding systems or data element definitions. 

Data Curation in the Real World: Meeting Regulator Expectations

Therefore, curation remains dependent on downstream 
data holders analyzing EHR-sourced data that has been 
extracted, abstracted, and/or harmonized incompatibly.

The prevalent star schema models preserve the home 
system’s structure, but extraction of any given data 
element will require building on- and off-ramps that 
correspond to each care site and EHR vendor’s system. 
For example, some systems may use International 
Classification of Diseases (ICD) codes while others 
use proprietary Intelligent Medical Objects (IMOs) or 
Systematized Nomenclature of Medicine (SNOMED). 
Inconsistency in code usage inhibits the interoperability  
that would enable the curation of EHR-sourced datasets  
for regulatory decision-making. In short, bespoke 
connections across fact and dimensional tables within 
many analytical data warehouses improve in-house 
efficiency but may act as a barrier to standardized 
assessments of the underlying data’s quality.12 

Working toward data interoperability standards through 
FHIR HL7 is a potential mechanism to improve data 
exchange and quality when EHR data are initially accrued, 
which can support confidence in later curation efforts; 
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although, this does not address underlying harmonization 
challenges. The utility of relying on FHIR data exchange 
is recognized by regulators, as demonstrated by the 
recent FDA request for comment.13 Yet, challenges remain. 
FHIR primarily supports data exchange and lacks internal 
mechanisms to assess the quality of the data that moves 
within it. Moreover, the federal certification process of 
FHIR is solely focused on EHR systems, meaning peripheral 
system data that feed into EHRs may not meet the same 
standards needed for curation assessment.14 Even assuming 
FHIR is widely adopted, site-to-site customization and 
implementation of a given FHIR instance can vary widely, 
leading to differences in data capture and downstream 
data representation. Emerging rule-making on FHIR 
certification criteria by the U.S. Department of Health and 
Human Services, which prioritizes patient data access 
through streamlined regulations, may further contribute  
to this variability.15

Applying Defined Terms to  
Demonstrate Fit-For-Use RWD
The FDA expects RWD to be demonstrably reliable and 
fit-for-use to support a regulatory decision as reflected 
through reliability, accuracy, completeness, and traceability. 
The terms data reliability, completeness of data capture, and 
traceability have been discussed in the FDA and National 
Institutes of Health’s (NIH) June 2025 Modernizing Research 
and Evidence Consensus Definitions (MoRE) glossary.16 
On a case-by-case basis, and where warranted, FDA can 
inspect RWD for reliability and fitness-for-use through 
specific study elements that sponsors can document. 
These elements include pre-specified inclusion/exclusion 
criteria, curation protocol training for investigators, and 
protocol deviations (and their potential impacts).

In practice, some terms (e.g., accuracy), can hold different 
semantic or syntactic meanings among users depending 
on their position within the data life cycle. For example 
that accuracy could be operational in nature for data 
engineers attempting to preserve the fidelity of terms 
used across coding languages. However, accuracy 
also holds semantic meaning to epidemiologists; 
accuracy assesses if a data point reflects the true or 
plausible value of a real-world event.17 To illustrate, 
when investigating incidences of lung adenocarcinoma 

within an EHR dataset, researchers may need to decide 
whether to map available data to SNOMED CT18 or ICD-1019 
codes—two common coding languages used in health 
informatics—which can have different degrees of clinical 
granularity. From a data engineer’s perspective, accuracy 
might mean the SNOMED code was correctly mapped to 
the related ICD-10 code. An epidemiologist, however, may 
base accuracy on whether the original clinical meaning of 
the unstructured free text during the code mapping was 
preserved. When these terms conflict due to inherent, 
discipline-based assumptions around the application 
of those terms, researchers and regulators relying on 
consistent applications of these terms may welcome 
harmonization around those terms in practice.

Generalizable protocols should be developed so 
that they are applicable to diverse stakeholders 
and useful to regulators who assess RWD reliability. 
One example mentioned above is the TRUST study, 
where the study team sought to develop methods 
to quantify accuracy, completeness, and traceability.8 
Their findings outline data reliability measurements 
alongside data linkage considerations and guidance 
toward practical implementation. A separate effort20 
inspired by the TransCelerate Audit Readiness tool21 
led to the dissemination of a structured table of 
contents and supplemental fillable form. These tools 
specifically support researchers’ quality and relevance 
demonstrations across data curation activities by 
offering step-by-step operational guidance.

From Conceptual Guidance  
to Real-World Implementation
The RWE research community developed a series of 
informative frameworks and tools intended to build on 
or further elucidate the FDA’s characterization of data 
curation, standardize concepts, and support or inform 
existing efforts. We discussed many of these in our 
prior work on data accrual, acknowledging that several 
maintain utility during data curation.1 These frameworks, 
typically presented as high-level recommendations, 
would benefit from the inclusion of objective, quantitative 
measures and granular, study-specific operational best 
practices and tools. 



healthpolicy.duke.eduData Curation Best Practices and Innovations for Real-World Evidence Generated Using Electronic Health Record-Sourced Data

10

For example, the Khan et al. (2016) framework provides 
the following harmonized data quality assessment 
terms to better enable secondary research involving 
the use of EHRs: conformance, completeness, and 
plausibility.22 Even if research teams draw from tools such 
as the Khan framework found within peer-reviewed 
literature, one important consideration remains: key 
terms like completeness or missingness may be defined 
or operationalized differently across local contexts. 
These terms are meant to reflect integral aspects of a 
dataset’s reliability. However, existing frameworks do 
not share a common threshold or conformance standard 
around (un)acceptable levels of data missingness or 
completeness. Therefore, granular guidance in this area 
is welcomed to facilitate consistency in data missingness 
or completeness thresholds. The structure of this 
guidance would ideally enable research question-specific 
assessments to avoid misinterpretations or variations of 
findings derived from the same EHR-sourced dataset.

While these terms become differentiated based on data 
validation and verification goals, discrete metrics and 
analysis plans and bespoke measurement tools are still 
needed to ensure reproducibility of research findings 
derived from EHR-sourced data curation processes. 
Despite offering shared theoretical architecture, current 
frameworks would also benefit from further customization 
that considers specific research context, team workflows, 

and resolution or guidance in cases where term definitions 
or framework guidance seemingly conflict. Engagement  
with curation challenges inherent to iterative EHR-sourced 
data curation would be useful. Furthermore, discussion  
of real-world operationalization challenges that may erode 
the framework’s generalizability, like limited EHR vendor 
reliance on consensus-based definitions, is needed.23

Establishing Data Provenance  
and Transparency
Both transparency and provenance are vital to assess 
whether a curated dataset is fit-for-use.2 Yet, data 
end-users generally lack visibility into upstream data 
extraction processes. Demonstrable and transparent 
data provenance for curated datasets is therefore a key 
challenge, as discussed upon reflection of recent cases 
where regulators have required access24 to patient-level 
data to inspect a curated dataset upon request.2  

Data transparency and provenance require well-
documented, epidemiologically sound data practices, 
in-depth knowledge of and access to source data, and 
explanations of how data were modified along the 
data management pipeline.25 However, proprietary and 
privacy restrictions among stakeholders involved in the 
life cycle of even a single dataset greatly inhibit this goal. 
Moreover, systems engineering practices for a single 
data architecture, versus solely epidemiological practices, 
drastically shape how data are represented and captured 
and therefore inform their exchanges. 

For example, many EHRs are connected to peripheral 
lab and radiology systems that health systems collate 
and exchange over their firewall to a data curator. That 
same curator then runs additional modifications on 
the data used to generate a research-ready dataset 
for investigator use. At the point when end-users 
have access to data, it is already heavily curated with 
minimal possibility to evaluate the original dataset in 
its entirety. Researchers, therefore, have little ability to 
know how much or which type(s) of information came 
from those satellite systems versus the initial EHR, or 
how complete those data are. They must then carry out 

Despite offering shared 
theoretical architecture,  
current frameworks would 
also benefit from further 
customization that considers 
specific research contexts, 
team workflows, and resolution 
or guidance in cases where 
term definitions or framework 
guidance seemingly conflict. 



healthpolicy.duke.eduData Curation Best Practices and Innovations for Real-World Evidence Generated Using Electronic Health Record-Sourced Data

11

fit-for-use assessments on a subset of data that may be 
unrepresentative of the whole. In the earlier discussion of 
lab results, an underlying assumption was that, despite 
site-to-site operational differences, the whole data content 
was known. In this context, end-users are prevented from 

knowing if the data they hold accounts for all the relevant 
data they need to gain sufficient confidence in certain 
data curation practices and the data itself.

Integrating and Assessing  
the Role of AI in Data Curation 
Today, many researchers are witnessing or experiencing a 
rapid integration of AI into not only the EHR-sourced data 
curation process, but the entire data life cycle. This largely 
occurs today in two ways. First, AI is used today to abstract 
unstructured data (e.g., free text,26 imaging data27) into 
structured data. AI-enhanced processes can be used to 
abstract clinician free text notes into structured data and 
infer applicable ICD-10 codes based on that abstraction.28 
A sub-type within this category is ambient scribes or AI 
tools that process or create health care visit summaries 
in real time and at the clinical encounter.29 This departure 
from health visit summary generation being traditionally 
performed as a solely human activity creates complex 
questions. These questions include what constitutes 
human versus computer derived source data, how to 
establish data provenance within this scenario, and how  
to approach privacy concerns when third-party, AI-based 
tools are involved in the patient-clinician encounter. 

Second, AI tools may be used to curate or impute 
already structured data to generate novel analyses, 
identify gaps, or evaluate patterns within data. For 
instance, an investigator may use AI to identify missing 
or erroneous lab values or harmonize between two 
coding languages. Transparency around this process  
is particularly important, as regulatory end-users  
of EHR-sourced, data-derived insights might require 
inspection into this process for subject verification  
and data reliability purposes. 

Despite demonstrable workflow and analysis benefits 
introduced by AI, its uptake across the health care 
ecosystem has drastically outpaced the development 

The Role of AI in EHR Data Curation

and broad adoption of data standards, validation 
frameworks, transparency guidelines, and general 
governance. Those that exist are general and primarily 
involve a risk-based approach to AI implementation. For 
example, an AI benefits and risk analysis might be guided 
by the National Institute of Standards and Technology AI 
Risk Management Framework30 and the European Union 
Artificial Intelligence (AI) Act.31 Given the comparatively 
small nature of this topic within broader discussions on AI 
and RWE implementation, granular guidance specifically 
geared toward AI in EHR-sourced data curation remains 
underdeveloped.

For example, the United Kingdom’s National Institute for 
Care and Health Excellence updated their RWE framework, 
which now includes specific considerations for when AI 
is used to process unstructured data.32 The framework 
provides key parameters and targeted factors on the 
use of training data, managing model performance, 
and applying human abstract comparators. It further 
references an additional AI evaluation framework, the 
Validation of Accuracy for LLM/ML-Extracted Information 
and Data (VALID) Framework, which specifically addresses 
methods to assess the quality of clinical data extracted 
by large language models (LLMs) by accounting for 
error modes and complexities unique to LLM-extracted 
clinical data.32 VALID additionally discusses provenance 
documentation when working with AI for EHR-sourced data 
curation. This work would benefit from broad development, 
implementation, and dissemination of lessons learned 
among researchers within and outside of the U.S.

To advance the field, future guidance documents and 
frameworks should account for not only AI-imposed 
risk, risk probability, and risk management, but also 
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AI risk/benefit analysis and recommendations for AI 
implementation that are context and value-dependent. 
For example, measuring AI performance relative to human 
abstractor performance in high value/low risk contexts can 
facilitate appropriate risk-value assessments relative to the 
particular task assigned to the AI. Key measures to assess 
risk-value include scalability and cost. The Multi-source 
Observational Safety study for Advanced Information 
Classification using Natural Language Processing (NLP) 
(MOSAIC-NLP) project reported on the value of semi-
automated tools for diverse EHR-sourced data.33

Trustworthy AI to Convey Data  
Accuracy, Reliability, and Validity
When AI is used during the data curation process, in 
either a supervised or unsupervised manner, researcher 
visibility into the logic process of that AI model may 
become opaque. Many AIs and LLMs are black box 
(i.e., having unknown parameters of how an AI model 
processed an input to produce an output), posing 
significant issues for regulators seeking to assess and 
confidently establish the accuracy and reliability of these 
tools. One solution is to adopt or require line-by-line 
explanations of an AI’s decision-making process and 
enable researcher interrogation or querying at each 

step. Also important is an understanding of whether and 
how different data sources informed an AI output. This 
information helps users effectively identify trustworthy 
AI parameters, assess the adequacy of the composite 
parts of an AI/LLM’s operations, and therefore develop 
confidence in the overall AI output. 

Many LLMs are trained on entropy-loss functions, which 
match model outputs to model inputs (i.e., the training 
data) and structure. If trained in this way, AI tools replicate 
patterns found within training data, some of which may 
be flawed, biased, inappropriate, or misaligned with 
the research question of end-user concern. For example, 
AI models built from data housed within a specific EHR 
system may become biased toward that EHR system since 
that system is most represented in the AI training data. 
Harm or mistakes might even result from poor AI model 
performance at an AI implementation site following the use 
of poorly-selected, non-representative training data.34, 35 

Therefore, since most LLMs are general in nature, 
meaning their training data and intended functions 
are best suited to a broad range of tasks, training 
data specific to the intended LLM implementation site 
should be prioritized among research teams. However, 
since EHR-sourced data curation is a highly specialized 
process, the utility of an AI tool used to support this 
process should be both specified and quantified. 
Transparency in AI-assisted data curation must also 
involve awareness of and access to an AI model’s training 
data to establish appropriate validity.

The Human Component  
of AI Workflows
Part of effectively understanding AI’s value is first ensuring 
that humans remain central and accountable to the 
AI-assisted decision-making process. As AI becomes 
more integrated into core data management operations, 
data curators should be cautious with AI permissions 
to autonomously modify source data, including data 
relevance and meaning. Instead, AI should be a tool used 
to help maintain or assess data validity and preserve 
underlying data meaning, context, and purpose. AI is also 
well-suited to flag or prioritize items for human review. 

To advance the field, future 
guidance documents and 
frameworks should account for 
not just AI-imposed risk, risk 
probability, and risk management, 
but also AI risk/benefit analysis 
and recommendations for AI 
implementation that are context 
and value-dependent.



healthpolicy.duke.eduData Curation Best Practices and Innovations for Real-World Evidence Generated Using Electronic Health Record-Sourced Data

13

For example, AI could be used to automate and shorten 
review times to address potential lab value errors and 
develop confidence scores that support evaluations 
based on contextual and analytical factors across the 
entire dataset. Depending on the context—and how the 
risk-value should be assessed for AI applications—this 
entire process could potentially conclude with human 
verification and adjudication toward a final decision.

Data engineers building AI models typically work outside 
the health care system and often work with high-fidelity, 
high certainty datasets. However, clinical data is filled 
with uncertainty and questionable research fidelity 
that might cause an AI model to struggle or proceed 
with inappropriate assumptions. For example, missing 
data within an EHR system may not necessarily imply a 
negative or no result and could therefore result in a high 
probability of AI misinterpretation. Accordingly, humans 
should be able to guide an AI model along appropriate 
assumptions when uncertainty in the form of missing 
values or other complexities is encountered during data 
curation. Another useful strategy is to apply a totality 
of evidence approach, which compensates for dataset 
or methodology limitations through complementary 
evaluation procedures.36 

Confidence in AI-Assisted  
EHR-Sourced Data Curation 
Model training data characteristics, validation 
assessments and criteria, and curation workflows 
should be clearly documented and disclosed to enable 
independent accuracy assessments among curated data 
end-users. For example, agreement statistics between 
human and LLM workflows would be helpful to report. 
Transparency in the form of documentation gives users 
across the data pipeline stronger confidence in the data 
curation process, or at the very least, makes them aware 
of how operations and terminology may be applied 
differently across therapeutic or clinical settings. Today, 
beyond proprietary concerns around model development 
that may inhibit this type or level of transparency, there 
are limited policy incentives for large-scale, nuanced AI 
governance to support EHR-sourced data curation. 

One potential downstream incentive might involve 
Centers for Medicare & Medicaid (CMS) or other payer 
initiatives that tie outcomes-based reimbursement 
mechanisms to strong data provenance and 
transparency. This form of policy might build on the 
FDA’s Request for Comment on FHIR integration,13 which 
mentions the CMS interoperability and prior authorization 
final rule37 as an example of FHIR. Interagency alignment 
between the FDA and CMS could potentially incentivize 
strong data provenance and transparency goals and 
necessitate adequate demonstrations in health system 
and data curator uses of AI.

Since a single AI system might not be suitable to 
support most or all data curation tasks and procedures, 
specialized, fit-for-purpose models tailored to a specific 
research question of end-user concern should be 
preferred or rewarded with scaled implementation.  
This is possible through nationally or locally-supported 
public-private partnerships that aim to provide such 
solutions. One example public-private partnership 
involved integrating EHR data into the Sentinel system, 
which was partially completed using NLP.38 Different 
models were developed and applied to adequately 
analyze different targets within free text data, such as 
instances of anaphylaxis39 versus use of nonsteroidal 
anti-inflammatory drugs.40 By strengthening public-
private partnerships, validation standards and benchmark 
dataset development can support trusted AI uptake among 
curators and promote confidence among regulators and 
researchers in their uses and reviews of AI.
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During our workshop, RWE Collaborative workstream 
members and attendees discussed policy and best 
practice considerations moving forward (see Appendix D). 
Together, these recommendations aim to support fit-for-
purpose assessments of EHR-sourced data curation and 
encourage the development and use of granular, high 
quality, and transparent data curation protocols that might 
involve the use of AI. Key stakeholders, including registry 
organizations, medical product sponsors, data curators, 
and others, should carefully consider their unique roles 
alongside these recommendations to support end‑user 
adoption and promote coordinated, cross‑sectoral input. 

Standardized EHR-Data  
Curation Processes  
Implement standardized, auditable, and harmonized 
standard operating procedures (SOPs) integrated 
with FHIR to promote consistent validation and 
traceability procedures across institutions.

Data curators and data governance professionals should 
adopt harmonized SOPs that clearly define practices for 
data cleaning, quality testing, and data transformation. 
These procedures should include recurring validation 
cycles and detailed documentation of data provenance 
to ensure that all curated data remains fully traceable 
and auditable. Building existing data quality frameworks 
and integrating HL7 FHIR provenance standards will 
further strengthen the reliability and interoperability  
of curated datasets.41 A common foundation for curation 
not only improves consistency and oversight across 
organizations but also enhances the credibility of data  
in regulatory contexts.

Transparent EHR-Data  
Curation Processes 
Document and disclose data lineage and quality 
assurance workflows through expanded Office of 
the National Coordinator for Health Information 
Technology (ONC) transparency frameworks and 
regulatory guidance to increase end-user confidence.

Policy and Best Practice Recommendations

EHR data vendors, medical product sponsors, data 
providers, and regulators share responsibility for 
ensuring that the origins and processing history 
of curated data are well documented and clearly 
communicated. As data becomes available to various 
holders, stakeholders should produce documentation 
that explains how data are sourced, transformed, and 
quality-checked, and should address these practices 
during early regulatory consultations. Expanding FHIR-
based provenance documentation and leveraging 
existing frameworks, such as the ONC transparency 
expectations42 and the FDA’s EHR and Claims Data 
guidance,2 will help operationalize this recommendation. 
Improved transparency will give regulators and other 
downstream users confidence in both the lineage and 
integrity of EHR-derived datasets.

Responsible AI Practices  
in EHR-Data Curation  
Document interpretable AI data curation methods 
that are compliant with established and emerging 
principles (e.g., FAIR data principles) to enhance 
accountability and reproducibility.

As AI is integrated into data pipelines more often, 
their design and deployment must be interpretable, 
responsible, and reproducible. EHR data curators, data 
scientists, and AI developers should document the 
data sources, ontologies, and clinical guidelines that 
inform algorithmic behavior. Developers should also 
publish metadata, model documentation, and dataset 
“datasheets” that outline underlying assumptions, 
potential biases, and limitations. These practices align 
with FAIR (Findability, Accessibility, Interoperability, and 
Reuse) data principles43 and can be strengthened using 
Open Biological and Biomedical Ontology (OBO) Foundry 
ontologies44 and NIH knowledge-graph initiatives.45 By 
making AI workflows transparent and explainable, the 
system becomes more accountable and trustworthy for  
a wide range of purposes.
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Human Oversight  
in AI Practices  
Ground AI-assisted curation within human-in-the-loop 
governance structures based on FDA Good Machine 
Learning Practice guidelines to maintain data 
integrity and oversight.

AI tools should not autonomously modify EHR data but 
instead be designed to support human decision-making 
by identifying anomalies or prioritizing records for 

review. Data curators and AI developers should establish 
SOPs that define how and when human oversight  
is applied. Implementing governance measures based  
on FDA’s Good Machine Learning Practice guidance 
can help ensure that any increased efficiency from 
automation does not come at the expense of data 
integrity. Maintaining human-in-the-loop oversight 
preserves accountability while enabling responsible  
use of automation.

Advancing regulatory considerations for EHR-sourced data curation requires correct conceptualization 
of data curation, effective real-world best practices and tools, and AI integration. Our findings and 
policy recommendations draw on engagement with the RWE Collaborative, academic literature, and 
regulatory guidance. Stakeholders involved in EHR-sourced data curation can consider our actionable 
recommendations to foster reliable data curation activities that align with key regulatory expectations. 
These recommendations form a framework for advancing trustworthy, regulatory fit-for-use  
EHR-sourced data curation. By strengthening methods and transparency around EHR-sourced data 
curation, stakeholders can more clearly demonstrate and convey data relevance, reliability, and quality  
for a variety of purposes, including regulatory.

CONCLUSION
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This paper was informed by the expert collaborators in the Duke-Margolis 2025 Real-World Evidence Collaborative Advisory 
Group. The following list reflects the 2025 Advisory Group roster as of December 2025. Listed member affiliations may not 
reflect current affiliations. For a current roster of the Advisory Group, please visit the RWE Collaborative webpage.
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Appendix B | �2025 EHR Data Curation Workstream Members

This paper was informed by monthly meetings of the 2025 RWE Collaborative workstream on operationalizing  
EHR-sourced data at the curation phase. The following list reflects workstream participants and their affiliations  
as of the October 2025 workshop.
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Data Accrual
The collection of source data (in the EHR system).2

Data Curation
The processing of source data (unstructured and/or structured data) into a dataset suitable for analyses.  
The curation process involves the application of standards for the exchange, integration, sharing,  
and retrieval of source data, often from various sources.16

Data Harmonization
The process of combining data from different sources and reorganizing it according to a single unified  
schema so that data are compatible, comparable, and analyzable. Data are combined by either identifying  
equivalent data elements between the sources or by applying specific transformations between  
the elements to derive a common data element.16

Data Quality
An assessment of the attributes of data needed to answer the question of interest accurately, reliably,  
and repeatedly.47

Data Relevance
Includes consideration of availability, timeliness, and generalizability of the real-world data; includes  
the availability of data for key study variables (exposures, outcomes, covariates) and sufficient numbers  
of representative patients for the study.16

Data Reliability
Includes consideration of accrual, quality, and integrity of real-world data; includes accuracy, completeness,  
and traceability.16

Data Transformation
The process of converting data from one format or structure into another format or structure.2

Data Validity
The measure of concordance between a data field and a definitive measure.47

Electronic Health Record (EHR)
An individual patient record contained within an electronic system. A typical individual record may include  
the patient’s medical history, allergies, diagnoses, medications, immunizations, procedures, images  
and imaging reports, and laboratory and other test results.16

Fit-For-Purpose Data
An assessment of whether a meaningful, valid, and transparent dataset can answer the question of interest  
given data quality, relevancy, and the current body of evidence.47

Fit-For-Use Data
RWD that meet a standard for which data can be successfully used to inform regulatory decision-making.  
The FDA asserts that fit-for-use data are both reliable and relevant.47 

Interoperability
The ability of two or more health information systems or components to exchange clinical and other  
information and to use that information to provide access to longitudinal information for health care  
providers in order to facilitate coordinated care and improved patient outcomes.48

Structured Data
Data stored in EHR systems that exist within a fixed structure and can therefore easily be analyzed 
(e.g., patient demographics, laboratory tests results, etc.).49

Unstructured Data
Data that are not readily available in predefined structured formats, such as tabular formats  
(e.g., clinical notes, radiology reports, etc.).50

Appendix C | EHR White Paper Glossary

https://www.fda.gov/media/152503/download
https://osp.od.nih.gov/glossary/
https://osp.od.nih.gov/glossary/
https://healthpolicy.duke.edu/sites/default/files/2020-08/Characterizing RWD for Regulatory Use.pdf
https://osp.od.nih.gov/glossary/
https://osp.od.nih.gov/glossary/
https://www.fda.gov/regulatory-information/search-fda-guidance-documents/real-world-data-assessing-electronic-health-records-and-medical-claims-data-support-regulatory
https://healthpolicy.duke.edu/sites/default/files/2020-08/Characterizing RWD for Regulatory Use.pdf
https://osp.od.nih.gov/glossary/
https://healthpolicy.duke.edu/sites/default/files/2020-08/Characterizing RWD for Regulatory Use.pdf
https://healthpolicy.duke.edu/sites/default/files/2019-11/rwd_reliability.pdf
https://www.congress.gov/search?q=%7B%22source%22%3A%22legislation%22%2C%22search%22%3A%22cite%3APL114-10%22%7D
https://wires.onlinelibrary.wiley.com/doi/10.1002/wics.1549
https://pmc.ncbi.nlm.nih.gov/articles/PMC10566734/
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Appendix D | Full EHR-Sourced Data Curation Policy Recommendations

Defining EHR-Sourced Data Curation: Policy Recommendations

Policy Recommendation Involved Stakeholder(s) Action(s) Needed Existing Resources

Curators should establish and  
adhere to pre-defined SOPs for  
iterative quality checks across the  
data pipeline (from source to final  
analytic file) with transparent  
documentation of curation processes, 
quality testing, and justifications  
for data transformations.

Data Curators, Data  
Governance Professionals

Establish documented  
SOPs with recurring  
validation cycles and  
traceability for all curation  
operations. Document  
provenance, maintain  
auditability, and ensure  
traceable metadata.

Build on existing  
data quality frame-
works1 and curation 
models. Integrate  
HL7 FHIR Provenance 
standards.41

When curating data across  
organizational boundaries, syntactic 
and semantic harmonization is  
necessary to identify and account  
for local variations in data capture.

Data Curators, EHR  
Data Vendors

Implement harmonized  
terminologies and  
ontology mapping.

Leverage HL7 FHIR 
structure mapping.41

Focus on registry-aligned data  
elements first as they represent  
more achievable initial targets.

Registry Organizations, 
Medical Product Sponsors, 
Data Curators

Use registry variables as  
foundational elements  
of curation pipelines.

Expand upon  
registry-EHR  
alignment initiatives.51

Real-World Best Practices and Tool to Address Regulatory Concerns: Policy Recommendations

Policy Recommendation Involved Stakeholder(s) Action(s) Needed Existing Resources

Sponsors and data vendors should 
adopt a proactive transparency  
and regulatory readiness mindset—
engaging early and often with the 
FDA to ensure data management 
practices align with regulatory  
expectations.

EHR Data Vendors,  
Medical Product  
Sponsors, Data  
Providers, Regulators

Create transparency docu-
mentation for data lineage 
and compliance readiness 
before sharing data. Embed 
curation/data management 
into early regulatory  
consultation steps.

Extend HL7 FHIR  
Provenance documen-
tation41 and 
ONC  transparency  
expectations.42 Build  
on FDA RWE/RWD 
frameworks.2

Collaborative standards  
development between clinical  
trials, registries, and EHR vendors 
would improve harmonization.

Medical Product  
Sponsors, EHR Data  
Vendors, Registry  
Organizations

Participate in multi-stake-
holder harmonization 
workgroups to align  
standards.

Extend OMOP,52  

PCORnet,53 and 
CDISC54/FDA55  
interoperability  
models.

ATSP/ONC Certification requirements 
should be expanded beyond EHRs  
to include all software applications  
collecting patient data; FHIR standards 
should be the minimum expectation  
for related data exchange.

ONC, Developers,  
Policymakers

Expand certification  
to consumer and  
third-party data systems 
using FHIR APIs.

Leverage ONC’s  
existing EHR  
certification  
program.42
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Appendix D | Full EHR-Sourced Data Curation Policy Recommendations continued

The Role of AI in EHR-Sourced Data Curation: Policy Recommendations

Policy Recommendation Involved Stakeholder(s) Action(s) Needed Existing Resources

Establish a shared framework  
for AI transparency and provenance  
in EHR data curation, leveraging FHIR 
Provenance to maintain an auditable 
record of both AI-driven and human 
reviewer actions.

AI Developers, Data 
Stewards, Regulators, 
Informatics Teams,  
Data Curators

Define standardized  
documentation, audit  
trails, and bias analyses  
for AI tools. Implement 
automated provenance 
tracking to log human  
and algorithmic actions.

Expand upon  
existing AI credibility 
frameworks.56 Further 
extend HL7 FHIR  
Provenance and 
SMART-on-FHIR  
standards.57

Promote “glass box” AI curation 
practices by documenting dataset 
characteristics for bias assessment 
and by transparently disclosing  
any knowledge layers (ontologies, 
clinical guidelines) informing  
model behavior.

Data Curators, Data  
Scientists, Research 
Funders, AI Developers

Publish transparent  
metadata and dataset 
“datasheets” for bias  
evaluation. Invest in and 
maintain open-access  
domain ontologies and 
structured medical  
knowledge for language 
models.

Adopt principles  
from FAIR data  
management43 and 
NIH reproducibility 
policies.58 Build  
on OBO Foundry  
ontologies44 and  
NIH knowledge  
graph projects.45

Any processing of free text notes  
by AI/NLP should be verified against 
originals to ensure accuracy and  
prevent hallucinations.

Data Curators, NLP  
Developers, Clinicians

Validate AI/NLP-generated 
outputs using human  
verification protocols.

Expand on clinical  
NLP benchmarking 
frameworks.59

AI should not autonomously make 
definitive EHR data changes; it should 
instead suggest, flag, or prioritize 
changes for human review with  
clear SOPs and auditing.

AI Developers,  
Compliance Officers, 
Data Curators

Build “human-in-the-loop” 
governance and develop 
SOPs for AI augmentation.

Base on FDA’s Good 
Machine Learning 
Practices46 and ISO60/
IEC AI guidance.61
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